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Reconfigurable computing is a relatively new paradigm. l N4 3%
While there is a growing number of new reconfigurable ar- ~ fregemene: v - -
chitectures there is a lack of design tools to map applications S A i oy
onto these architectures. The design tools must exploit the
benefits of reconfiguration in order to deploy such architec- a) b)

tures successfully. In this paper we present some fundamen-

tal ideas on how to take advantage of reconfiguration and  Figyre 1. Characteristics of a) software and b) hard-
how to automate the design of IP that is running on archi-  \yare

tectures that can be reconfigured very fast.

2 Software or hardware

1 Introduction Both approaches have their own characteristics. A soft-
ware solution is characterized by the temporal processing
of the application: the program is stored in a memory and
is executed sequentially. Likewise, the application data is
stored in @ memory and can be accessed only sequentially
(figure 1a). Due to the re-programmable nature of the RAM,
software systems are very flexible allowing for a short time

Designers of digital systems have to meet many differ-
ent requirements. Especially for mobile applications, low
energy consumption can be a crucial factor. Very often,
high performance is also an important issue. If the system

is flexible, changing standards can be implemented fast and® 2 Kot
IS Tiexible, changing standards can be Impiementea fast and ., -, nyrast to that a hardware implementation is character-
a shorter time to market can be achieved. And of course.

. ) ized by the spatial mapping of an application: the operators
the C.OStS need to be con3|dered. System designers have tgnd operands are distributed in space along a custom data
consider all these factors to implement a system success-

fully and often have to make trade-offs between the conflic- path (figure 1b). Due to the custom data path that is highly

i . ts. Afund tal decision is wheth optimized for a given application, this approach offers high
flve :gqU|Ir$meqlsb . unl amer: ?j _ems:((t)n IS whe er: S(()jmeperformance and low energy consumption.

unctionality will be implemented In software or in hard- The difference between these two paradigms is especially
ware. Both approaches have merits and drawbacks. Recon-

, . . strong if we consider a general purpose standard micropro-
figurable hardware tries to combine the assets of both. cessor and a hardwired circuit. The standard processor is

In the following section we will point out the different very flexible but with respect to performance and energy
characteristics of software and hardware and how reconfig-consumption it will not be optimal for a given application.
urable hardware can be classified. Section three will presentn contrast to that a hardwired circuit would be very fast and
some general considerations on how reconfiguration can beenergy efficient but not flexible at all. Besides these two ex-
profitable and the subsequent section will outline a concretetremes there are solutions that try to utilize the merits of the
approach to map applications onto dynamically reconfig- other approach.
urable hardware. The performance and energy consumption of a standard
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example NEC’s Dynamically Reconfigurable Logic Engine
Configuration  (DRLE) [5], PACT's eXtreme Processor Platform (XPP) [8],
After Productio and Chameleon Systems’ Reconfigurable Communications
Processor (RCP) [3]. An overview of other commercial re-
configurable platforms can be found in [9], academic recon-
figurable platforms are surveyed, e. g., in [6].

Specialization of
the Architecture;

Dynamically
Reconfigurable Hardware,

» Reconfigurable
Problem Specific uP Hardware

User Specific uP One-Time—Programmabl

i » Hardware
Domain Specific uP

Hard Wired
General Purpose uP Circuit

3 General considerations

Temporal Mapping Spatial Mapping
Figure 2. Dynamically reconfigurable hardware There are certainly applications that need an ASIC or
combines properties of both the software and the even a full custom VLSI to satisfy the application’s per-
hardware approach formance or power requirements. However, time to mar-

ket, flexibility, and NRE-costs are very important factors and
therefore FPGASs are gaining more and more market shares.

processor can be optimized by increasing the spatial com—WhIIe updating a system by reconfiguration of FPGAS is

ponent. This can be done reasonably by specializing thesupported. by commercial ap.plications [11] Ioaging different
processor architecture for a certain application domain like configurations onto FPGAs in order to have different func-

digital signal processing or networking. The specialization tlon?hﬁe_ls_hov?irr]tlmre Ir? T?;{lly;?:g]g:o?na'ﬂ of aﬁ?dﬁmrf rer;t
can be further improved if a designer can specify their appli- search. 'hefine granuiarity o S IMplies a high amou

cation domain individually. In this case the architecture sup- of reconfiguration data that need to be stored and transferred

plies exactly the execution units needed for a certain applica—for reconfiguration. This makes frequent reconfiguration cy-

tion. This leads to a more efficient utilization of the deployed cleg inefficient and leaves only little space for suitable appli-
resources and therefore an improvement of performance and ations. . ) .

energy consumption can be expected. An example for such Dynamically reconfigurable devices tend to be more
a configurable processor is Tensilica’s Xtensa Architecture C02rse grained [6] so that the relatively small amount of re-

[10]. The spatial component can be emphasized even moré:onﬁgurat?on data can be stored on-chip. Storing multiple
if the architecture is not only optimized for a certain problem configurations on-chip removes the bottleneck to the exter-

domain but for a concrete problem. Adelante [1]is doing this N@ memory needed for traditional SRAM-FPGAs. Our def-

for instance by synthesizing a VLIW processor from a high Inition of DRHW therefore requires a SoC comprising at
level description. least the reconfigurable fabric and the configuration mem-

A similar development can be observed on the hardware®y: Other parts of a system might be on the same chip as

side where a temporal component is added to the traditionalVell SO that the DRHW might be only one part oéignami-
hardwired solution. This temporal component is realized C2lly reconfigurable SoC
by programmability of the device after fabrication. Pro- In most applications not all parts of a circuit need to be
grammable hardware like antifuse-FPGAs can speed up theavailable at a given instant of time. For example there is no
time to market significantly. Reconfigurable hardware like need for a digital camera to compress and decompress a pic-
SRAM-based FPGAs is even more flexible. They can be re-ture at the same time. If one decides to implement both algo-
configured many times even after shipping of the product. In rithms in hardware large parts of the circuit will be idle at any
[4] the characteristics of such reconfigurable computing ar- given time. Itis therefore obvious to deploy a reconfigurable
chitectures are defined as a) they can be customized to solvarchitecture, hold the configuration data in memory, and to
any problem after device fabrication and b) they exploit a load the configuration data onto the reconfigurable fabric as
large degree of spatially customized computation in order toit is needed. This can be profitable in terms of energy con-
perform their computation. sumption, production costs, and even performance. There
This definition says nothing about the time needed for &€ many factors like, e. g., the above mentioned different
customizing the device. The time needed to reconfigure angranularity of FPGAs and DRHW that influence those prop-
FPGA is in the range of microseconds to milliseconds. We erties. In order to be independent of such factors we want to
use the terndynamically reconfigurable hardwa(®@RHW) point out the merits of reconfiguration under the assumption
to denote reconfigurable computing architectures (as definedhat the same reconfigurable fabric is used with or without
above) that can be reconfigured within the range of one clockréconfiguration:
cycle. Due to the property of fast reconfiguration DRHW
provides the capability to map an application both spatially Energy consumption - As a rule of thumb the energy
and temporally. Figure 2 shows that DRHW can not be clas- consumption increases with the number of transistors
sified as either software or hardware but as combination of needed to implement the circuit. Reconfiguration helps
both approaches. We therefore use the more general term  to reduce the number of transistors by sharing the re-

IP to denote an application, or a piece thereof, running on configurable fabric if the overhead for reconfiguration
DRHW. including the memory needed to store the configura-
Architectures that match the definition of DRHW are for tions is low.
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Production costs - The number of transistors is also con- tion reconfigures the DRLE at every clock cycle both perfor-
nected with the costs for the production of a device. The mance and energy consumption are improved by more than
costs for the final product that uses a circuit increases inan order of magnitude compared to a low power embedded
particular if multiple devices must be used because pro- microprocessor. This confirms that mapping control steps
cess technology does not provide enough transistors oronto different configurations is a viable approach.

a single chip. Since commercial tools usually prohibit access to their
internal data structures and algorithms we are using our aca-

Performance - An important prerequisite for successful dy- gemic high level system CADDY [2]. This enables us to

namic reconfiguration is the ability to share application aqant the synthesis algorithms for different dynamically re-
data between different configurations. This can be con- configurable architectures.

sidered a third dimension for routing. If an application
is inherently divided into parts that do not need to run at 4.2 Object Oriented Synthesis
the same time but need to access the same data, routing
the data to both parts can have a strong impact on the

overall clock frequency. The additional degree of free-
dom for routing can help to keep the connections short
and thus allowing a higher clock speed. A possible ap-
plication would be to keep normal processing and error
handling in different configurations. Since routing can

be in particular a bottleneck if multiple devices need

to be deployed, dividing an application temporally into

multiple configurations can yield in a performance gain

compared to a spatial mapping onto multiple devices.

The complexity of today’s systems require design on the
system level. The object oriented design paradigm enables
designers to cope with this complexity. While the software
community has been using object oriented techniques suc-
cessfully for many years object oriented hardware synthesis
is still in the domain of academic research.

We have developed an Object Oriented Analysis System
(OOAS) that transforms an object oriented description into
an equivalent procedural description that is freed from all ob-
ject oriented constructs [7]. This procedural description can
. L be further processed by a high level synthesis system. The
4 Mapping applications onto DRHW combination of our OOAS and CADDY is therefore a pow-

erful tool set that increases productivity of designers enor-

A dynamically reconfigurable architecture alone does mously by providing a fully automated design flow from a
not provide the merits described in the previous section. system level description to a spatially and temporally parti-
Proper tools are crucial for the successful deployment of tioned description on the register transfer level. This cycle
DRHW. Today, most hardware designs are implemented onaccurate description can be mapped easily onto a dynami-
the register-transfer level. At this abstraction level designerscally reconfigurable architecture by the place and route tools
are not able to keep pace with the rapidly increasing numberthat need to be provided by the manufacturer of the device.
of gates provided by modern process technologies. Recon-
figuration yields a further degree of freedom that increases4.3 Threads
design complexity.

On the system level designers need the ability to describe
4.1 High Level Synthesis concurrent behavior by using multiple threads of control.
Each thread can be in one of the stateady, running or

One technique to overcome this productivity gap is to blocked Threads can be blocked because they are waiting
raise the abstraction level to the algorithmic level. High for events. Such events can be triggered by an external I/O
level synthesis divides the sequential control flow of an algo- operation or by another thread. If there is more than one
rithmic description into several control steps. These control thread ready to run but there are not enough resources to
steps are executed sequentially. Within each control step eéhave all of them running in parallel the threads need to be
set of operations of the algorithmic description is executed scheduled. I. e., the runnable threads are changing from state
in parallel. This temporal and spatial mapping makes high ready to running and vice versa.
level synthesis a good starting point for mapping algorith-  Those properties of threads are a very good match for re-
mic descriptions onto dynamically reconfigurable hardware. configurable architectures: if there is only one thread ready

As we have pointed out in the previous section reconfig- to run this thread can use the entire reconfigurable fabric for
uration is especially helpful if not all parts of a circuit need itself. If there are multiple threads ready to run the recon-
to be available at a given instant of time. In order to achieve figurable fabric can be shared by swapping configurations
a high utilization of the silicon area high level synthesis tries in and out (figure 3). If the penalty for reconfiguration is
to share operators between different control steps. But dedow in terms of latency and power consumption this can be
pending on the application operator sharing is only possiblein particular beneficial for accessing relatively slow external
to some degree. Therefore mapping control steps onto differ-memaory.
ent configurations is a good approach to exploit the benefits  As in the case of workstations where only a limited num-
provided by dynamically reconfigurable architectures. ber of processes or threads can be held in the main memory a

In [5] NEC has mapped a DES encryption core on their dynamically reconfigurable architecture can hold only a lim-
DRLE manually. Although the kernel loop of the encryp- ited number of threads. While the workstation would use a
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Figure 3. a) T2 is the only thread that is ready to
run: it can use the reconfigurable fabric exclusively
b) T1-T4 are ready to run: they have to share the

reconfigurable fabric

hard drive as an extension of the main memory the next level
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cept we apply proven software techniques to the hardware

design flow in order to increase the productivity of IP de-

signers.
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